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Design
Max Power
Form Factor

GPU Memory

Multi -Instance GPU
MIG

Media Acceleration
Ray Tracing

Fast FP64
Graphics

vGPU

Hardware Root of Trust

Integrated DPU

Highest Perf Mainstream Entry -Level
Compute Compute Small Footprint
300W 165W 40-60W
x16 PCle Gen4 x16 PCle Gen4
2 Slot FHFL 2 Slot FHFL X81P§I:i fg”“
3 NVLink Bridge 1 NVLink Bridge
80GB HBM2e 24GB HBM2 16GB GDDR6
Upto7 Upto4 -

1 Video Encoder

1L IPIEE el 2 Video Decoder (+AV

4 Video Decoder

1 JPEG Decoder
5 Video Decoder

decode)
- Yes
Yes -
For in-situ visualization Good
(no NVIDIA vPC or RTX VWS)
Yes Yes*
Yes Yes

UGPU

High Perf
Graphics
300W

x16 PCle Gen4
2 Slot FHFL
1 NVLink Bridge

48GB GDDR6

1 Video Encoder
2 Video Decoder
(+AV1 decode)

Yes

Best

Yes

Yes

High Density
Virtual Desktop

250W

x16 PCle Gen4
2 Slot FHFL

4x 16GB GDDR6

4 Video Encoder
8 Video Decoder
(+AV1 decode)

Yes

Better

Yes

Yes

High Perf Mainstream
Converged Converged
Accelerator Accelerator

300W 230W
x16 PCle Gen4 x16 PCle Gen4
2 Slot FHFL 2 Slot FHFL
3 NVLink Bridge 1 NVLink Bridge
80GB HBM2e 24GB HBM2e
Upto7 Upto 4

1 JPEG Decoder
4 Video Decoder

1 JPEG Decoder
5 Video Decoder

Yes

For in-situ visualization
(no NVIDIA vPC or RTX vVWS)

Yes*

Yes

BlueField-2

<A NVIDIA.



NVIDIA A100
-Volta Q 20

V100

FP32 312 TFLOPS 20X
INT8 1,248 TOPS 20X ; @
NVIDIA.
FP64 HPC 19.5 TFLOPS 2.5X 3
Multi-instance GPU (MIG) 7X GPUs al

54B XTOR | 826mm2 | TSMC 7N | 40GB Samsung HBM2 | 600 GB/s NVLink

5 <A NVIDIA.



Tensor
" h

“ FMA (Fused Multiply-Add: > D gy )
125 TFLOPS: NVIDIA V100 FP32 8
312 TFLOPS: NVIDIA A100 FP32 16

FP32 FP32
(FP16) (FP16)

6 <ANVIDIA.



TensorFlow

PyTorch

T £) D- (AMP) ) 3
’ 2 % 3

NVIDIA NGC 19.07 37 TF114 37 w TF237
opt = tf.train.experimental.enable_mixed_precision_graph_rewrite (opt)

Keras mixed precision APl in TF 2.1+ for eager execution
https://tensorflow.org/api docs/python/tf/train/experimental/enable mixed precision qgraph rewrite

PyTorch AMP d =

https://pytorch.org/docs/stable/amp.html
https://pytorch.org/docs/stable/notes/amp examples.html

NVIDIA NGC 19.04 37 MXNetl5 3] 2 AMP r
amp.init ()

amp.init_trainer (trainer)

with amp.scale loss (loss, trainer) as scaled_loss

autograd.backward (scaled loss )

https://mxnet.apache.org/api/python/docs/tutorials/performance/backend/amp.html

y . https://developer.nvidia.com/automatic -mixed-precision

<ANVIDIA.


https://developer.nvidia.com/automatic-mixed-precision
https://tensorflow.org/api_docs/python/tf/train/experimental/enable_mixed_precision_graph_rewrite
https://pytorch.org/docs/stable/amp.html
https://pytorch.org/docs/stable/notes/amp_examples.html
https://mxnet.apache.org/api/python/docs/tutorials/performance/backend/amp.html

AMP £ > B %o
V100 (FP16) A100 (FP16) &

TTS cV RecSys  ASR NP
A A A A
( \ ( Y \ \ )

3.0x
m A100
2.5x
2.4X

o 2.0x
-
©
D
(D) 1.5x '
o
)

1.0x - - --- --- ----F- - - - --- e = --- -- V100

0.5x

0.0x

WaveGlow TacoTron 2 RN50 Mask R CNN DLRM Jasper GNMT Transformer BERT

All results are measured

V100 used is DGXL (8xV100 16GB). A100 used is s DGX A100 (8xA100 SXM4), except DLRM which uses 1xV100 and 1xA100; all use FP16

RN50 uses MXNET Batch size =192, Mask R CNN ug&glorch BS = 4 (V100) and BS=16 (A100), DLRM us@yTorch and BS=32768, Jasper use®yTorch and BS=32 (V100) and 96 (A10)WaveGlow

usesPyTorch and BS=10, TacoTron2 use$yTorch and BS=104 (V100) and 100 (A100), Transformer use$?yTorch and BS=5120 (V100) and 13312 (A100 and GNMT us@&yTorch and BS=128 (V100)

and 256 (A100); BERT PreTraining Throughput using Pytorch including (2/3)Phase 1 and (1/3)Phase 2 | Phase 1 Seq Len = 128, Phase 2 Seq Len = 512 <INVIDIA.



TF32 TENSOR

FP32 FP16 > v 0 |

< © Y,
N\ N\
\ )
|

FP32
A 4
*

FP16

FP32° FP32°

FP32 @ FP16 Vv

\
( |
FP32 B TF32 /1- FP32 *m
%o 3
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Speedup

14
12
10

o N A O o

TF32 Al

%00

V100 FP32 (CUDA ) A100 TF32 (Tensor ) A100FP16(AMP ) ¢

12X
9x
8x
6Xx 6X

BERT Pretrain BERT Finetune Transformer Transformer XL

mA100 TF32 mA100 AMP
V100 FP32 ¢

DL (NVIDIA NGC
default: FP32 “ TF32
cuDNN >= 8.0:
default: FP32 “ TF32

(*) NVIDIA_TF32_OVERRIDE=0TF32 »

T3

):

2

2

<ANVIDIA.



D o 2.5
Al100 Tensor FP64 2

A100 Speedup vs. V100 (FP64)
NVIDIA V100 FP64 NVIDIAA100 Tensor FP64

2X

IEEEZ54 M A 1

CUBLAS, cuTensor, cuSolver e's)

LSMS BerkeleyGW

Application [Benchmarks]:BerkeleyGW[Chi Sum + MTXEL] using DGXLV (8xV100) and DGXA100 (8xA100) | LSMS [Fe128] single V100 SXM2 vs. A100 SXM4 SINVIDIA.



- I 'F) J' Z A J
A A A A
( \ [ \ ( \ [ \
2.0X
m A100
1.5x
Q.
-
©
D
O 1.0x -- S -- V100
Q.
)
0.5x
O-OX I T
NAMD GROMACS AMBER LAMMPS BerkeleyGW Chroma FUN3D SPECFEM3D RTM
All results are measured
Except BerkeleyGW V100 used is single V100 SXM2. A100 used is single A100 SXM4
More apps detail: AMBER based on PMECellulose, GROMACS with STMV (tbond), LAMMPS with Atomic Fluid LJ-2.5, NAMD with v3.0al STMV_NVE
Chroma with szscl21 24 128, FUN3D withdpw, RTM with Isotropic Radius 4 102473, SPECFEMS3D with Cartesian four material model SANVIDIA.

BerkeleyGW based on Chi Sum and uses 8xV100 in DGX, vs 8xA100 in DGX A100



Multi -Instance GPU (MIG)

GPU * QoS z GPU a
SMs
I AIOOGPU Q 7 |
nstance £ '
- Z Noisy Neighbor v
GPU Instance 1 %:
= QoS z W D°“
GPU Instance 2 % MIG '
EEEEEEEN
S —e
I == GPU == I GPU Instance 3 *E CBF)UJr
1 1 O”
EEEEEEEN o)
EEEEEEEN _
— g bor
GPU Instance 4 E:
- e é r:
GPU Instance 5 E EC2 1 V e é Docker
A 4
. = Kubernetes  Slurm o
GPU Instance 6 —— £ / e e

s

docker

MIG User Guide:https://docs.nvidia.com/datacenter/tesla/mig -user-guide/index.html 13 SnviDia



https://docs.nvidia.com/datacenter/tesla/mig-user-guide/index.html

Debugger

GPU

One container

4 Parallel CUDA processes / containers

. NVIDIA. | | NVIDIA

14

<ANVIDIA.



Debugger

GPU
49.20gb 4

Cl

One container

4 Parallel CUDA processes / containers

. NVIDIA. | | NVIDIA

1c.49.20gb 1c.49.20gb 1c.49.20gb 1c.49.20gb

15
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14

28

42

56

98

GPU
For A100-SXM440GB

5 GB

10 GB

20 GB

20 GB

40 GB

BERT Finetuning (e.g. SQUAD),
Multiple chatbots, Jupyter notebooks

Training on ResNet50, BERT, WnD
networks

Multiple inference (e.g. TRTIS);
ResNet50, BERT, WnD networks

16

<A NVIDIA.
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Instances DEC ENC
Free/Total ' JPEG OFA




GA100 MIG

A GA1008MIG ~

7 GPC,7 or 8 TPC/GPC, 2SM/TPC,108 SM

A GA1008MIG ~

GA100
8 GPC,8 TPC/GPC, 2SM/TPC,128 SM

7 GPC,7 TPCIGPC, 2SM/TPC,98 SM
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Slurm

ﬂ Kuninobu SaSaki

Slurm 21.08/0'5. NVIDIA GPUDZ E#AE CHDMIG(C
XEGLTULE T, gres.confdAutoDetect=nvml TSlurm
MMIGDGI & C17%Z 5258, 5 & (Eslurm.conf(C

Gres=gpu:1g.10gb:7 EHE(F(TOK. slurm-mig-
discovery (FARE(IRDFUTZ. MIGD1—H—HA R
(FEHVDTEFEIER T,

21.08 MIG e

MIG Management

Beginning in version 21.08, Slurm now supports NVIDIA Multi-Instance GPU (MIG) devices. This feature
allows some newer NVIDIA GPUs (like the A100) to split up a GPU into up to seven separate, isolated GPU
instances. Slurm can treat these MIG instances as individual GPUs, complete with cgroup isolation and task
binding.

To configure MIGs in Slurm, specify AutoDetect=nvml in gres.conf for the nodes with MIGs, and specify
Gres in slurm.conf as if the MIGs were regular GPUs. An optional GRES type can be specified to
distinguish MIGs of different sizes from each other, as well as from other GPUs in the cluster. This type must
be a substring of the "MIG Profile" string as reported by the node in its slurmd log under the debug2 log
level. Other MIG attributes will be displayed as well, including MIG UUID, GPU Instance (Gl) ID, Compute
Instance (Cl) ID, Gl and CI minor numbers, the associated MIG device files, and "UniquelD" (the value Slurm
will use to select MIGs via CUDA_VISIBLE_DEVICES).

The sanity-check AutoDetect mode is not supported for MIGs. Slurm expects MIG devices to already be
partitioned, and does not support dynamic MIG partitioning.

For more information on NVIDIA MIGs (including how to partition them), see the MIG user guide.

https://slurm.schedmd.com/gres.html#MIG Management

19 <ANVIDIA.


https://slurm.schedmd.com/gres.html#MIG_Management

NVIDIAAZ

[T GPU

Compact, Entry-Level Inference
Single slot LP, lower power dofits any server
& optimal for thermally constrained systems

Latest Ampere Architecture Features
34 gen Tensor cores, 29 gen RT cores, Secure RoT

Higher Intelligent Video Analytics (IVA)

Performance
1.3X better performance vs T4

Up to 20X Higher Performance versus CPU
Speedups for Al inference and cloud gaming

*Server availability 1 -3 months later 20  EANVIDIA



Q

A2 Yoo 3

CPU Q20 %o 3

Computer Vision Natural Language Processing Text -to-Speech

Computer Vision (EfficientD&O0) NLP (BEROarge) Textto-Speech (Tacotron2 + Waveglow)

CPU - 1X CPU - 1X CPU I 1X

0X 2X 4X 6X 8X 10X (0)'¢

2X 4X 6X 8X 0X 5X 10X 15X 20X 25X
Inference Speedup Inference Speedup Inference Speedup
Comparisons of one NVIDIA A2 Tensor Core GPU versus a dual-socket Xeon Gold 6330N CPU
System Config: [CPU: HPE DL380 Genl0 Plus, 2S Xeon Gold 6330N @2.2GHz, 512GB DDR4]
Computer Vision: EfficientDet -D0 (COCO, 512x512) | TensorRT 8.2, Precision: INT8, BS:8 (GPU) | OpenVINO 2021.4, PrecisionNT8, BS:8 (CPU)
NLP: BERTLarge (Sequence length: 384, SQUAD: v1.1) | TensorRT 8.2, Precision: INT8, BS:1 (GPU) | OpenVINO 2021.4, PrecisioniINT8, BS:1 (CPU) 21 SInviDia
Text-to-Speech: Tacotron2 + Waveglow E2E pipeline (input length: 128) | PyTorch 1.9, Precision: FP16, BS:1 (GPU) | PyTorch 1.9, Precision: FP32, BS:1 (CPU) ’



A100 / 30 Tensor Core GPU
BlueField-2 DPU
ConnectX-6 Dx
8 ARM A72 Cores
Integrated PCle Gen4 Switch
2 slot FHFL

300/230 W

NVIDIA A100X NVIDIA A30X

Al-Based Security

DPU GPU

((JE";)

5G VRAN

(7

Al on 5G

22

<A NVIDIA.



Design
Max Power
Form Factor

GPU Memory

Multi -Instance GPU
MIG

Media Acceleration
Ray Tracing

Fast FP64
Graphics

vGPU

Hardware Root of Trust

Integrated DPU

Server Availability

*Coming soon

Highest Perf Mainstream Entry -Level
Compute Compute Small Footprint
300W 165W 40-60W
x16 PCle Gen4 x16 PCle Gen4
2 Slot FHFL 2 Slot FHFL X81P§I:i fg”“
3 NVLink Bridge 1 NVLink Bridge
80GB HBM2e 24GB HBM2 16GB GDDR6
Upto7 Upto4 -

1 Video Encoder

1 JPEG Decoder 2 Video Decoder (+AV

5 Video Decoder

1 JPEG Decoder
4 Video Decoder

decode)

- Yes

Yes -
For in-situ visualization Good

(no NVIDIA vPC or RTX VWS)
Yes Yes*
Yes Yes
In Production In Production Q1 022

UGPU

High Perf
Graphics

300W

x16 PCle Gen4
2 Slot FHFL
1 NVLink Bridge

48GB GDDR6

1 Video Encoder
2 Video Decoder
(+AV1 decode)

Yes

Best

Yes

Yes

In Production

: : High Perf Mainstream
High Density
: Converged Converged
Virtual Desktop
Accelerator Accelerator
250W 300W 230W
x16 PCle Gen4 x16 PCle Gen4
Xl;;;g'ﬁf;[“‘ 2 Slot FHFL 2 Slot FHFL
3 NVLink Bridge 1 NVLink Bridge
4x 16GB GDDR6 80GB HBM2e 24GB HBM2e
- Upto7 Upto 4

4 Video Encoder
8 Video Decoder
(+AV1 decode)

1 JPEG Decoder
5 Video Decoder

1 JPEG Decoder
4 Video Decoder

Yes -
) Yes
Better For in-situ visualization
(no NVIDIA VPC or RTX VWS)
Yes Yes*
Yes Yes
) BlueField-2
In Production Q1 622

NVIDIA CONFIDENTIAL. DO NOT DISTRIBUTE.

<A NVIDIA.



NVIDIADGX A100

£ > D-

8 m NVIDIA A1I00GPU > 0 640 GB HBMZ2e

> GPU V100 2 600GB/s NVLink
» PCleGend Q 10 X
6m NVSwitch
> 4.8TB/s
» HD 426 Wh 1

2m AMD EPYC 7743> U 128

» PCle Gen4 128
» 2TB M

24 <ANVIDIA.



MELLANOX
.

e

.O.....‘.......O”-

Cx6 NIC

>

A4

450GB/sec

/O

Q %o

8 Mellanox ConnectX-6

HDR/HDR100/EDR InfiniBand 200GIigE

2 Mellanox ConnectX6 2

> Supporting: 200/100/50/40/25/10Gb Ethernet default or
HDR/HDR100/EDR InfiniBand

PCle Gend3 Gen3 2 %o

DGX A100 Mellanox Quantum

25
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GPU Direct Storage (GDS) YA



EXTREMESCALE Al REQUIRES EXTREME 10

W Compute

|

M Non-overlapped 10

LARGE DATASETS i
180

c F B Bl BE EBE Industry-Leading Organizations
: I o LA I D
S SES il EHE ERE 000
& >l ] <] X A
> NN =E HE oD 2,500
]
© . Scaled Tiered Sharded Streaming Active Contributing Members
Time
LATENCY THROUGHPUT ECOSYSTEM
|0 latency dominates as compute shrinks Extreme throughput required as Diverse set of standards and solutions
microservices scale across data center In the ecosystem

<ANVIDIA.
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GPUDIRECT STORAGE GA ,
AVAILABLE WITH CUDA 114|

6.6X perf benefit in DL inference

Low latency, high throughput |

Multi-node storage acceleration library

Supported by a strong ecosystem

Available on DGX

OS: DGX BASEOS 5.0, Ubuntu 18.04, 20.04, RHEL 8.3
DL frameworks: PyTorch, MXNet

Data analytics frameworks: DALI, RAPIDS cuDF

CUDA 11.4 toolkit integration




GETTING DATA TO GPUs: IO

WITHOUTGPUDIRECT STORAGE WITHGPUDIRECT STORAGE
System Memory System Memory
i i
N
CPU CPU
00| |00, 00| |00,
) ) {m
I
_ Storage _ Storage
PCle Switch PCle Switch
[::'F:] _NICs @ [::l:] _NICs @
GPU —D|w GPU :Dmuuml
Low Bandwidth | High Latency | Limited Capacity Higher Bandwidth | Lower Latency

O(PB) capacity | CUDA programming model

<A NVIDIA.



GDS CONFIGURATIONS ON DGX

Lower Latencies and Increased CPU Efficiency

STANDARD GDS CONFIGURATION IN DGX A100

System Memory

I:IEIEIEIl

| 2% Storage
PCle Switch 200Gb/s

i _NICs @

North-south storage configuration adapters 4 and 5 used for GDS

L L ) )
SANwDIA/



GDS CONFIGURATIONS ON DGX

Lower Latencies and Increased CPU Efficiency

STANDARD GDS CONFIGURATION IN DGX A100

System Memory

I:IEIEIEIl

PCle Switch

2X Storage
l _NICs

200Ghb/s @
O | O

GPU e LLLLLLIITT] I e TITTTIINTT

HIGHTHROUGHPUT GDS CONFIGURATION

only recommended for approved LHASs

North-south storage configuration adapters 4 and 5 used for GDS

System Memory

——

CPU
00| |00,
HEipEN

_ 8X Storage

PCle Switch 200Gb/s

[::l::] _NICs ) ] @

GPU EIIM Ew —Dulmmu —Dulmmu

======== w w o LLLLLRYRNTY o LLLLLRYRNTY

Converged eastwest configuration adapters 0 -3, 6-9 used for GDS

L

<N,

AN
/ SR
)
1A/



GPUDIRECT STORAGE
SW ARCHITECTURE

cuFile user API
Enduring API for applications and frameworks

nvidia-fs driver API

For file system and block 10 drivers
Vendor -proprietary solutions: no patching
avoids lack of Linux enabling

NVIDIA is actively working with the community
on upstream first to enable Linux to handle GPU
VAs for DMA

GPU Memory aandl Storage DMA Engine

APPLICATION—

OS KERNEL
or THIRD-PARTY =
ALTERNATIVE

Application on CPU

cuFile API, libcufile.so

CUDA

nvidia-fs.ko
}

Virtual File System

Filesystem Driver
Block 10 Driver
Storage Driver

Storage DMA Programmed with GPU BAR1 Address

Proprietary
Distributed

File
System




USAGE EXAMPLE

Write from GPU Memory to Local or Remote Storage

int main(void) {
A /l set GPU device, etc.

CUfileError _t status;
CUFileDescr_t cf descr ; // general enough to support Windows
CUFileHandle t cf handle ;

status = cuFileDriverOpen (); // initialize

fd =open( TESTFILE O _WRON|X DIRECT 0644); I/ interop with normal file 1O

cf_descr.handle.fd = fd;

status = cuFileHandleRegister (&cf handle , & cf descr ); // Check support for file at this mount

cuda result = cuMemAlloc(&devPtr , size); // User allocates memory

status = cuFileBufRegister (devPtr , size); Il performance optimization

assert( cudaMemse(( void *) devPtr, Oxab, size ) == cudaSuccess);

ret= cuFileWrite (cf _handle , devPtr , size, 0, 0); Il ~ pwrite : file handle, GPU base address, size,

/| offset, GPU buffer offset

status = cuFileBufDeregister  (devPtr ); I/ optional cleanup for good hygiene
cuFree ( devPtr ),
cuFileHandleDeregiser (cf handle );

close( fd);
cuFileDriverClose ();
return O; AN
} . L ))
SANwDIA/



GDS THROUGHPUT

1IXESS3200 AND 2X NVIDIA DGX A100

GPUDirect Storage
removes the system
bottlenecks to deliver
almost full wire speed

Typical improvements
are 2x when the storage
and network can support
the throughput

A single ESS 3200
delivering 77GB/s

(71 GIB/s) over the
storage fabric to two
DGX A100s 16 GPUs (4x
HDR)

© 2021 IBM Corporation

NVIDIA.

GDS Throughput Comparison
90 -_—
2.38x

80 1.96x

71
67
52
36
30 31
23
- I .
8 16 24 32

Threads

Throughput GiB/s
= N W A O OO ~N
o O O O O O O

o

mmm O DIRECT msmm GDS Speedup

IBM Lab Testing: GDS_DirectlOread measurements 1M I/O: One ESS 3200 running IBM Spectrum Scale 5.1.1, with
four InfiniBand HDR to two NVIDIA DGX A100 servers using storage NICS

<A NVIDIA.



Effective Bandwidth [GB/s]

40

30

20

10

CASE STUDY : ACCELERATINEEPCANNFERENCE

DALI 1.3; DeepCAM is a component of MLPerf HPC

B NumPy (baseline) B DALI + GDS (compat) mDALI + GDS
6.6X

4.7X

3.0x

8 16 32
Global Batch Size

Performance benchmarking done with PyTorch DeepCAM using standard GDS configuration in DGX A100,
UB 20.04 MLNX_OFED 5.3 GDS 1.0 DALI 1.3, EXAScaler 5.1.1, 2.12.3_ddn209.
Application for batch size >= 32 limited by GPU compute throughput

o ddn <A NVIDIA.
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HOW TO DEVELOP WITH GDS?

What SW Is Needed to Get GDS to Work with DGX A100

USAGE SCENARIO MECHANISM OF ACTION

C++ CUDA application Install GDS (UML + KMD)
Code change required to use cuFile API*
Python application w/ NumPy reader
Install GDS (UML + KMD)
Spark/RAPIDS application Import DALI reader (open-source)*

Install GDS (UML + KMD)
GDS integrated

*ONE CHANGE FITS ALL

EXT4 with local (NVMe) or direct attached storage (NVMe-oF)
NFS (VAST, Isilon/PowerScale) | DFS (EXAScaler, WekaFS)

~
€

Q J4 = : https://docs.nvidia.com/gpudirect -storage/o -direct -quide/index.htm|  anvioa



https://docs.nvidia.com/gpudirect-storage/o-direct-guide/index.html

RAPIDS




RAP)DS

Open GPU Data Science

https://rapids.ali

e GPUI %o

l |

- on s - -

| | | |
DD apache




Store Data Process B
Process B

C P U Copy

onvert

Process A

Process A

«D LEARNING
IIIIII . INSTITUTE

Load Data




oy D
A 17 GPUI

< Store Data Process B
Process B

CPU GPU

Process A

Load Data Process A S
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GPU

CUDF

- |A'“°° :;;: Aea o Itom &m Element  Unt latitude longitucde .. Y2004 Y2006 Y2006 Y2007 Y2008
0 AF 2 Aghanstan 2511 W;g’wc“‘; 5142  Food .a'fg: KOS 6L71 .. 22490 B0 I0L0 41640 42620
1 AF 2 Aghanstan 2805 "E'g‘):‘;“ff 512 Feod 1000 ot 6171 4190 4450 5460 4560 4800
2 AF 2 Alghanstan 2513 8‘;:0"701:;: 5521  Feed 100 ot 6771 580 2360 2820 2830 2300
3 AF 2 Aghanistan 2513 &;'g{;‘“ sz Feod 0¥ mer  er 1850 430 440 480 620
4 AF 2 Alghanistan 2514 ”;,;;:‘: 5521 Foed m"fgg .04 672.71 .. 1200 2080 2330 2400 2470
5 AF 2 Alghanistan 2514 V;ém stz Food MO0 330 en71 . 2310 670 &0 610 €90
6 AF 2 Aghanstan 2517 ";"'0"'&:‘:: 5142  Food -Jf\ﬁ 33.94 67.71 .. 150 210 110 190 210
7 AF 2 Aghanstan 2520 Cersals, Other 5142  Food , 'oo. 3384  6.71 . 20 10 10 00 0O
8 AF 2 Amghanstan 2531 pm"f’:a:: 5142 Food !0 3384  6L71 .. 2760 2940 2940 2600 2420
9 AF 2 Amnanstan 253  Sugarcane 5521  Fess IO  met 67 500 290 610 650 540
10 AF 2 Agranstan 2537  Suparbest 5521  Fed o009 6.7 00 ©0 00 00 00

Apache Arrow

Pandas APl

Unary and Binary Operations
Joins, Merges

GroupBys

Filters

File readers

User Defined Functions

Etc.

<

NVIDIA.

DEEP
LEARNING
INSTITUTE



CUML

GPU & scikit -learn

Decision Trees / Random Forests
Linear Regression

Classification / Regression Logistic Regression

K-MNearest Neighbors
Kalman Filtering

- o Bayesian Inference
Statistical Inference Gaussian Mixture Models

Hidden Markov Models

K-Means
Clustering DBSCAN ,
Spectral Clustering

Principal Components
Singular Value Decomposition
UMAP

Spectral Embedding

. : : ARIMA
Timeseries Forecasting Holt-Winters
Hyper-parameter Tuning Recommendations Implicit Matrix Factorization

Decomposition & Dimensionality Reduction
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CPUvs GPU

PCA

(Principal Component Analysis)

System: AWS p3.8xlarge

CPUs: Intel(R) Xeon(R) CPU E2686 v4 @ 2.30GHz, 32 vCPU cores, 244 GB RAM
GPU: Tesla V100 SXM2 16GB

Dataset: https://github.com/rapidsai/cuml/tree/master/python/notebooks/data

from sklearn.decomposition import PCA

from helper import *

X = load_data(2**22, 400)

n_components = 8

whiten = False
random_state =42

svd solver= of ul | o

pca = PCAQ_components, svd_solvet
whiten, randome_state)
__ = pca.fit_transform (x)

training time

from helper import *

X = load_data(2**22, 400)

n_components = 8

whiten = False
random_state =42

svd solver= of ul | O

pca = PCAQ_components, svd_solver
whiten, randome_state)
__ = pca.fit_transform (x)



CPUvs GPU

from sklearn.neighbors import
NearestNeighborsas KNN

KN N from helper import * from helper import *
(k-Nearest Neighbors)
X = load_data(2**17, 40) X = load_data(2**17, 40)
n_neighbors = 10 n_neighbors = 10
knn = KNN() knn = KNN( )
knn.fit (x) knn.fit (x)

= knn.kneighbors(x, n_neighbors) = knn.kneighbors(x, n_neighbors)

System: AWS p3.8xlarge

CPUs: Intel(R) Xeon(R) CPU ER686 v4 @ 2.30GHz, 32 VCPU cores, 244 GB RAM tral ning time
GPU: Tesla V100 SXM2 16GB

Dataset: https://github.com/rapidsai/cuml/tree/master/python/notebooks/data
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DATA PROCESSING UNIT
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A ConnectX-6 Dx
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A 2200

A 400Gb/s Ethernet
A 400Gb/s D« 3

A X86 Core 300

A 18M IOP/s

A DDR5 Memory

NVIDIA BLUEFIEL-B DPU

Data Processing Unit

DATA PATH ACCELERATOR
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InfiniBand

400GDb/s
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NVIDIA BLUEFIELD DPU
Q 400Gb/s Data Processing Unit
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100X

10X

1X

NVIDIA DPU

\l

BlueField-4
64B Transistors
160 SPECint
1000 TOPS
800 Ghps

BlueField-3

22B Transistors

42 SPECint

sl 1.5 TOPS
400 Gbps

BlueField-2
7B Transistors
9 SPECint
0.7 TOPS
200 Gbps
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A Q %o

3.0x
2.0x
1.0x
0.0x
DLRM ResNet-50 Tacotron2
mv20.11 (V100) =v21.03 (V100) =v21.03 (A100)
a Docker | cri -0 | containerd | Singularity
a 0 0 Y, Kubernetes
Q S O 4 e

Tacotron2 Training witPyTorchcontainer on 8x V100 (32GB) & A100 (40GB). Mixed Precision. Batch size: 104 (V100). 128 (A100). DLRM tRyiiogkeith1x V100 (32GB) & A100 (40GB). Mixed Precision. Batch size: 32,768-3ResNgttraining with TensorFlow on 8x V100 (328%5B)100 (40GB). Mixed Precision. Batch size: 256
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https://docs.nvidia.com/dgx/ngc-registry-for-dgx-user-guide/index.html#ngc-container-security

<A NVIDIA. NGC | CATALOG

CATALOG

‘ Learn More

Many Al applications have common needs: classification, object detection, language translation, text-to-speech, recommender engines, sentiment analysis, and more. When developing applications with these
capabilities, it is much faster to start with a model that is pre-trained and then tune it for a specific use case. The NGC catalog offers pre-trained models for a variety of common Al tasks that are optimized for NVIDIA

Tensor Core GPUs, and can be easily re-trained by updating just a few layers, saving valuable time.

Search or click the filtering icon...

NVIDIA.

TAO

Object Detection network to detect
license plates in an image of a car.

NVIDIA.

TAO

NVIDIA.

TAO

3 class object detection network to detect
people in an image.

NVIDIA.

TAO

NVIDIA.

TAO

Semantic segmentation of persons in an
image.

NVIDIA

DEEP LEARNING EXAMPLES

Sort: Last Modified v

NVIDIA.

TAD

4 class object detection network to detect
cars in an image.

NVIDIA.

DEEP LEARNING EXAMPLES




ResNet50 for TensorFlow

ResNet v1.5 for TensorfFlow

o, Download Latest Version

Publisher Application Version Last Modified Framework

NVIDIA Classification 3 October 20, 2... TensorFlow

Model Format Precision

TensorFlow C... FP16, FP32

Description

With modified architecture and initialization this ResNet50 version gives ~0.5% better accuracy than original.

Labels

To train your model using mixed precision with tensor cores, perform the following steps using the default parameters
of the ResNet-50 v1.5 model on the
section.

dataset. For the specifics concerning training and inference, see the

1. Clone the repository.

git clone hitps://zithub.com/NYIDIA/DeeplearningExanp |es
cd DeeplearningExanples/TensorF low/Classificat ion/RNG0v] .5

2. Download and preprocess the dataset. The ResNet50 v1.5 script operates on ImageNet 1k, a widely popular image
classification dataset from ILSVRC challenge.

To download and preprocess the dataset, use the script. The dataset will be

BERT for PyTorch

&, Download Latest Version

BERT for PyTorch

Publisher Application Version Last Modified Framework

NVIDIA NIp 3 October 20, 2... PyTorch

Model Format Precision

PyTorch PTH FP16, FP32

Description

BERT is a method of pre-training language representations which obtains state-of-the-art results on a wide array of
NLP tasks

Labels

DEEP LEARNING || Deep Learni

To train your model using mixed precision with Tensor Cores or using FP32, perform the following steps using the
default parameters of the BERT model. The default parameters for pretraining have been set to run on 8 x V100 32G
cards. For the specifics concerning training and inference, see the section.

1. Clone the repository.
git clone httes://github. com/NYID1A/DeeplearningExameles. it
cd DeeplearningExamples/PyTorch/LanguageMode | ing/BERT

2. Download the NVIDIA pretrained checkpoint.

If you want to use a pretrained checkpoint, visit and browse the available models. This downloaded checkpoint is
used to fine-tune on SQUAD. Ensure you place the downloaded checkpoint in the checkeoints/ folder.

60

NVIDIA.


https://ngc.nvidia.com/catalog/model-scripts/nvidia:bert_for_pytorch/quickStartGuide
https://ngc.nvidia.com/catalog/model-scripts/nvidia:resnet_50_v1_5_for_tensorflow/quickStartGuide

<AANVIDIA

GTC

il il

/
ikdE 1 m ¥
I N I

| s nm i/
e 11 ||||

e tule.
DA - -



